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•Feed retrieved states into model: 
•Learning to Remember Rare Events. Kaiser et al. 2017.

•Fine-tune models on retrieved sentences: 
•One Sentence One Model for Neural Machine Transla/on. Li et al. 2016.
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Non-Parametric Language Models: 
Pros/Cons

Pros

• Micgate pressure on the parametric models 
• Improved interpretability in the modeling process

Cons

•In almost all cases, large parametric datastore leads to significant 
issues with memory and speed efficiency at test cme
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Prototypes can be Sparse

I ordered a burger 
with fries

I ordered a pizza 
with sauce  

Guu et al. 2018

I ordered a turkey 
with sauce  

I ordered a sandwich 
with fries and coke  

I ordered a lobster roll
with oysters and spicy 

sauce  

Prototype Sentence Data Examples
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Sparse Neural Editor
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distribution
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Only the linear transformacon is learned while BERT is 
fixed. We use REINFORCE algorithm to propagate gradients 
over discrete prototype variables 
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I ordered sweet potato fries

I ordered a burger ?
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Experiments

• Datasets 
- MSCOCO image capcon (40K training) 
- Yelp restaurant reviews (17M training)
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Processing Speed Results
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How Does Sparsity Affect 
Prototypes?

Dense prototypes see more semancc overlap, sparse prototypes are more 
syntaccc.

Table 2: Qualitacve examples of prototypes when using denser and sparser prototype supports.
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How Does Sparsity Affect 
Prototypes?

Model Overall NOUN DET AUX PRON ADJ VERB

31K 
prototypes 91.2K 14.4K 9.6K 9.3K 9.0K 7.2K 6.4K

1.5K 
prototypes 74.7K 9.9K 8.5K 8.2K 7.3K 5.6K 4.4K

Relative 
Change -18.1% -31.3% -11.5% -11.8% -18.9% -22.2% -31.3K

Table 1: Number of matching tokens between examples and their prototypes. Results are reported 
in cluster of POS tags.

Dense prototypes see more overlapping content words.
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Example Generacon Results
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Conclusion
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Summary

• Prototype support can be sparse to improve efficiency — superior over 
previous neural editor model with only 1‰ of datastore and 1‰ of test cme

• Prototypes tend to drop semancc but keep syntaccc informacon  when they 
grow sparser
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Future Direccons?

40

• MANY other promising non-parametric models! How do they play with 
sparsity? 

• What is the interaccon between big non-parametric models and small 
parametric models? Do we need 100 billion parameters if we have Google 
search?

hops://github.com/jxhe/sparse-text-prototype
Code available, try it out!


